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Detecting graph-based spatial outliers:
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Abstract. Identification of outliers can lead to the discovery of unexpected and interesting knowledge. Existing methods are
designed for detecting spatial outliers in multidimensional geometric data sets, where a distance metric is available. In this
paper, we focus on detecting spatial outliers in graph structured data sets. We define statistical tests, analyze the statistical
foundation underlying our approach, design a fast algorithm to detect spatial outliers, and provide cost models for outlier
detection procedures. [n addition, we provide experimental results from the application of our algorithm on a Minneapolis-St.
Paul (Twin Cities) traffic data set to show its effectiveness and usefulness.
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1. Introduction

Data mining is a process to extract nontrivial, previously unknown and potentially useful informa-
tion(such as knowledge rules, constraints, regularities) from data in databases [4,11]. The explosive
growth in data and databases used in business management, government administration, and scientific
data analysis has created a need for tools that can automatically transform the processed data into useful
information and knowledge. Spatial data mining is a process of discovering interesting and useful but
implicit spatial patterns. With the enormous amounts of spatial data obtained from satellite images,
medical images, and GIS, it is a nontrivial task for humans to explore spatial data in detail. Spatial data
sets and patterns are abundant in many application domains related to NASA, the National Imagery and
Mapping Agency, the National Cancer Institute, and the United States Department of Transportation.

Data Mining tasks can be classified into four general categories: (a) dependency detection (e.g.,
association rules) (b) class identification (e.g., classification, clustering) (c) class description (e.g., concept
generalization), and (d) exception/outlier detection [9]. The objective of the first three categories is to
identify patterns or rules from a significant portion of a data set. On the other hand, the outlier detection
problem focuses on the identification of a very small subset of data objects often viewed as noises, errors,
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